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ABSTRACT
The purpose of the Folsom Dam Water Control Manual is to lay out a detailed plan for operating Folsom Dam
for flood control and management. The update to the Manual is motivated by the additional capabilities
offered by the Joint Folsom Project’s auxiliary spillway. Additionally, as part of the directive authorizing the
update, Congress charged the Corps to examine how measurements of basin wetness and inflow forecasts
might inform operations. The Hydrology Section of the Sacramento District of the US Army Corps of
Engineers has been tasked with providing a framework for evaluating the degree of protection afforded by
the new structure and operations. This framework will be used to develop operating rules and to evaluate
the added performance benefits from basin wetness indices and forecasts.
One way of depicting the performance is a regulated frequency curve, in which the magnitudes of peak
regulated flows are plotted against their probabilities. Two lines of analysis come together to produce the
final regulated frequency curve. We first assess the probability of unregulated flows in the American River
by applying the procedures of Bulletin 17B to them. In a parallel effort, unregulated hydrographs based on
the floods of 1955, 1964, 1986 or 1997 and scaled by multiple factors (ranging from 0.1 to 3.0) are run
through an HEC-ResSim model of Folsom Dam. From the model output, regulated peak outflows are taken.
The critical duration of each model run is also assessed. For the Manual Update, the volume-window
method for selecting critical durations was developed. The volume-window method determines the critical
duration based on of the percentage of the maximum n-day flow that has entered the reservoir by the time
of maximum storage. The frequency of the critical duration’s volume is then assigned to the regulated peak
outflow. From conditional, pattern-specific regulated frequency curves, a composite frequency curve may be
derived by applying the Total Probability Theorem. The final curve serves as our best estimate of regulated
peak probabilities before the inclusion of risk and uncertainty.

I will be speaking today on the technical development performed by the Hydrology Section
of the US Army Corps of Engineers’ Sacramento District as part of the update to the
Folsom Dam Water Control Manual. While today’s conference deals largely with assessing
and forecasting basin conditions during real‐time operations, it is from a sense of the
project’s ability to control floods under basic operating conditions that we may gauge the
potential benefits of the tools we’ll hear about later. I hope you’ll find this presentation to
be an intriguing case study in how wedding statistical analyses of historic floods on the
American River with computer simulations of Folsom Reservoir helps us to approach a
desired level of flood protection.
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Let me first acknowledge and thank the people working on behalf of the many agencies
that have provided insights for this work.
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The purpose of the Folsom Dam Water Control Manual is to lay out a detailed plan for
operating the dam for flood control and management. The updated Water Control Manual
will replace the manual in use since 1987. Furthermore, a new water control diagram will
supersede the interim operating plan from 2004 adopted by the Sacramento Area Flood
Control Agency (SAFCA) and the project owner the US Bureau of Reclamation. The new
manual with the diagram will be the legally binding document for operating the project
beginning in 2017.
The addition of an auxiliary spillway is the major reason for revising the operation rules.
The spillway is being built as part of the Folsom Joint Federal Project (JFP), which is a
collaborative effort by the Bureau of Reclamation and the Corps to address the safety of
the Folsom facility and to increase flood protection for downstream communities.
Additionally, as part of the directive authorizing the update, Congress charged the Corps to
examine how measurements of basin wetness and inflow forecasts might inform
operations.
The Hydrology Section’s primary role in the Update is providing a framework for evaluating
the degree of protection afforded by the new structure and operations. It’s this framework
that I will present to you today.
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Folsom Dam is the primary source of protection for the city of Sacramento from flooding
along the American River. This map indicates the extent to which a 200‐year flood, given
the levee failure scenario used by FEMA for mapping the 100‐year floodplain, would engulf
downtown Sacramento and surrounding areas. A catastrophic event of this extent would
lead to over $28 billion in damages.
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Considering the magnitude of the risk involved, in 2007 the State of California passed

Senate Bill 5, which calls for protection from a 200‐year flood to be the minimum
level demonstrated by urban and urbanizing areas in the Sacramento‐San Joaquin
Valley.
The auxiliary spillway is intended to be a major component in allowing Folsom dam
operators to convey a 1/200 event safely down the American River at a controlled
flow of 160,000 cfs. For this reason, assessing the magnitude of a 1/200 event and
the resulting regulated peak outflow is a major consideration of our analysis.
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As you can see from this graphic, the auxiliary spillway will allow the dam to send much
more water downstream. The spillway also can pass these volumes at a much greater rate,
thus leaving the operators able to evacuate space in the reservoir for anticipated inflows.

6

In order to assess the performance of the new operating conditions, we need some way to
assign a likelihood, or probability, to any given regulated outflow. A way of depicting the
performance is a regulated frequency curve, in which the magnitudes of peak regulated
flows are plotted against their probabilities.
This flow chart represents the method we’ve adopted to arrive at a regulated frequency
curve. It shows that two lines of analysis need to come together in order to produce the
final regulated frequency curve
curve. First
First, since we have the statistical equipment to
characterize the probability of unregulated flows directly from the gaged record, we need
to create unregulated frequency curves, that is, curves showing the probability of flows
without regulation from Folsom Dam. We can then run hydrographs based on those
unregulated flows through a reservoir simulation model in order to determine the peak
flows that might occur under regulated conditions.
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Using USGS Bulletin 17B procedures, we updated the set of unregulated flow frequency
curves last revised in 2006. We extensively reexamined the 107 years (1905‐2011) of
discharges recorded by the USGS gage located on the American River at Fair Oaks (gage no.
11446500). Flows were adjusted to represent conditions without Folsom Dam and the five
major upstream reservoirs. From these unregulated flows, we created frequency curves for
the maximum annual peak, 1‐, 2‐, 3‐, 7‐, 15‐, and 30‐day average flows.
Our new curves differed in several ways with those from previous analyses.
analyses Hydrographs
for the entire water year were inspected so that only the maximum annual rain or rain‐on‐
snow events were analyzed. In order to adjust the statistics for the duration curves, a peak
curve was created that incorporated the USGS’ current estimate of the peak from the 1862
flood (318,000 cfs). The maximum values from the very dry water year of 1977 were
censored from each curve. Finally, each skew (the parameter which controls the degree to
which curves bend) was weighted using a regional value calculated with USGS regression
equations. Ultimately, though, the differences with 1/200 volumes from the 2006 curves
were minor.
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Once we presented these updated curves, the Bureau of Reclamation suggested "reality
checking" our curves to see if 1/200 year inflow volumes required much rarer rainfall
depths. In response, our partners at the CA NV River Forecast Center compared NOAA
Atlas 14 precipitation frequency volumes with results from rainfall‐runoff modeling. For
the modeling, historic 1986 and 1997 precipitation gage records were scaled until
simulated Folsom inflows matched 1/200 flow volumes taken from the unregulated flow
frequency curves. For the 1986 event, the volumes of the maximum 72 hours of
precipitation were scaled until the 3
3‐day
day inflow volume matched the 1/200 3‐day
3 day flow from
the unregulated frequency curve. For the 1997 event, the volumes of the maximum 72
hours of precipitation were scaled until the 24‐hour inflow volume matched 105% of the
1/200 1‐day inflow. (The adjustment above 100% was done to allow for the difference
between the maximum 1‐day and 24‐hour volumes.)
From digital maps of the NOAA 14 precipitation frequency atlas, basin‐average values were
calculated from gridded data of the mean 1/200 1‐ and 3‐day point depths. The total
precipitation depths came out to be fairly close to the depths estimated by the Center’s
rainfall‐runoff model. Areal reduction factors only slightly reduced the NOAA Atlas 14 point
depths. For the American basin, at least, the reasonableness of the 1/200 1‐ and 3‐day
volumes was borne out by precipitation frequency analysis.
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In order to arrive at a set of regulated peak flows under the new operating conditions, we
needed to select a set of flood hydrographs that could be passed through the HEC‐ResSim
model of Folsom Dam with the auxiliary spillway. Rather than rely on a single, hypothetical
design flood (e.g., the Probable Maximum Flood or the Standard Project Flood), we opted
to use a set of historic floods. The historic floods give us a good point of comparison for
examining how the new operating rules may handle events differently than they were
handled under earlier rule sets.
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Four historic patterns were selected for simulation: the December floods of 1955 and 1964;
the flood of February 1986; and the New Year’s Day flood of 1997. These floods, with the
order varying by duration, are the largest four floods since the Dam’s completion in 1955.
Importantly, the four flood hydrographs exhibit a nice range of shapes; for example, the
1964 and 1986 events have significant second waves, while the 1955 and 1997 events have
sharply rising single waves in which the flood volume is concentrated over 1 to 2 days. On
the other hand, we can also see that, with the maximum 3‐day volumes aligned for the
different floods,
floods the overall ratio of hydrograph height to width doesn’t
doesn t vary greatly.
greatly As
such, the four floods provide a nice representative sample of large events that have
occurred on the American River.
For testing the models, two hypothetical events were also selected: the Probable
Maximum Flood and the Standard Project Flood. However, these shapes will not be
included in the final regulated frequency curve.
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To prepare the hydrographs, reconstructions of historic hourly inflows were adjusted to
match unregulated daily inflows. In order to model the range of frequencies needed for
the regulated curve, the original, observed hydrographs had to be up‐ and downscaled.
Scaling factors for the patterns ranged from 0.1 to 3.0. (Corps guidance suggests that a
scaling factor no larger than 3.0 be used in order to prevent the creation of a rare event
from a much more common storm pattern.) Then, for use in the model network, the
unregulated hourly hydrographs were disaggregated using ratios established by the Corps’
Comprehensive Study.
Study The map here shows that over 86% of each hydrograph (i
(i.e.,
e 0
0.86
86 x
qi, where qi is each hourly value of the inflow hydrograph) was treated as uncontrolled
local runoff into the dam. The remaining 14% was apportioned as local flow into the five
major headwater dams. (The percentage of the total flow into each headwater dam is
shown in the figure.) The flows were also lagged by 12 hours to allow for travel time.
These ratios and lag times were validated in analyses of the 1986 and 1997 events.
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With the model runs for each suite of patterns finished, we now have regulated peak
outflows for our set of historic floods and a wide range of event magnitudes. However, we
still need a way to assign a frequency to each regulated peak outflow. For this stepping
stone, we turn to the concept of “critical duration.” This, of course, begs the question,
“What is a ‘critical duration’?”
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Unfortunately, official Corps manuals and regulations provide little guidance on the concept
of critical duration. According to EM 1110‐2‐1420 Hydrologic Engineering Requirements for
Reservoirs, “critical durations will be a function of the degree of flood protection selected
and of the release rate or maximum rate of flow.” This, alas, is far from providing an
equation to calculate or somehow identify a duration as being “critical.”
Ultimately, the problem reduces to the challenge faced by the reservoir to maintain a
design outflow as volume builds up behind the dam.
dam Critical duration expresses by a length
of time the point at which the inflow forces the system above its design capacity. In other
words, it is the time, expressed in days, over which the inflow volume accumulates until
outflow peaks. In previous studies of Folsom Dam, estimates ranging from 3 to 7 days have
been suggested as being “critical.” Storms in the American River Basin have historically not
created inflows over spans of time greater than 7 days such that the release capacity of
Folsom Dam would be challenged.
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MBK Engineers, contracted by SAFCA, approached the Corps with concerns regarding how
critical duration was assessed. To illustrate their point, they adapted a USACE method
(drawn from Leo Beard’s Statistical Methods of Hydrology) used for sizing reservoirs, which
I refer to as a “non‐sequential mass curve.” The above figure shows the basic approach. The
volume accumulated over the maximum n‐days of each event is plotted and the points are
connected to create a curve. However, the maximum days may be nested, non‐
consecutive, etc., depending on the pattern. Starting from a fixed storage volume

(600,000
(600
000 acre
acre‐feet),
feet) a line (shown as a dashed line) of the storage made available
from a constant outflow is plotted for each duration. (Here, a constant rate of
160,000 cfs is used.) The point at which the inflow curve is closest to the reservoir
storage curve thus yields the critical duration.
Plotting the maximum average flows for the historic floods, we see that the event
curves are always closest to the storage line in the range of 1 to 3 days; by the time
of 7 days, the slope of the event curve is much more horizontal, which suggests that
the discharge rate can handle inflows over longer durations than 7 days. Even given
a perfectly balanced storm (shown as a dotted line), where the maximum volume
for every duration has a frequency of 1/200, the range of critical durations for
Folsom Dam still appears to be in the range of 1 to 3 days.
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Furthermore, since the maximum n‐day volumes within natural hydrographs tend to have
different return frequencies, assigning a single frequency to a pattern is complicated. For
the large events witnessed in the American River basin, the volumes for the shorter
durations (1 to 3 days) tend to have return periods that are rarer than those of the longer
durations. If the frequency assigned to the hydrograph is based on the 7‐day volume but
the peak outflow occurs at the end of a rarer 3‐day flow, it could be incorrect to conclude
that the frequency of the regulated peak is the same as that of the 7‐day volume. A
method is needed
needed, then,
then to identify clearly which volume is resulting in the peak outflow
outflow.
The frequency of that volume can then be assigned to the regulated peak.
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In creating a methodology for critical duration, we wanted to make use of the
results from the reservoir simulations. The non‐sequential mass curve method,
while providing a good illustration of the problem, over‐simplifies the analysis by
modeling the reservoir as merely a starting storage and a constant outflow.
Focusing on the total volume misses critical details such as the timing and number
of peaks, dynamic operations, etc. Based on the need to capture the details of
operation, we developed the “volume‐window method” for this study.
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The volume‐window method quantifies the timing of maximum storage relative to the
maximum n‐day volumes in terms of the percentage of each volume that has entered the
reservoir at the time of the peak (i.e., the percentage of the volume in the “window”).
In the example above, the unscaled 1997 event is used to demonstrate the method. The
peak storage occurs at simulation hour 300. By that time, the maximum 1‐day volume has
entered the reservoir; the total volume accumulated from the start of the maximum 1‐day
period is divided by the 1
1‐day
day volume,
volume resulting in a ratio of 1.34
1 34 or 134%
134%. On the other
hand, the end of the maximum 2‐day period occurs concurrently with the peak storage,
resulting in a volume ratio of 1.0 or 100%. Only 90% of the 3‐day volume has entered the
reservoir by the time of the maximum storage; similarly, only 91% of the 4‐day volume,
92% of the 5‐day, etc. Hence, it appears that the 2‐day volume, having completely entered
the reservoir, is the catalyst for the peak storage.
This example shows the benefit of using the timing of peak storage rather than peak
outflow: A constant outflow doesn’t provide a clear signal for assessing the critical
duration. A controlled outflow of 115,000 cfs is held constant early in the major wave of
the event. The peak storage shows better the point at which the operations begin to relax.
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The volume‐window method, thus, relies on the ratio of the total volume that has entered
the reservoir from the start of the maximum n‐day period to the n‐day volume itself. We
then assume that the duration with a ratio closest to 100% is “critical.” Of course, one may
argue that it is the total volume from the start of the event that drives the maximum
storage. However, as I think the preceding example shows, the relatively minor waves
antecedent to the main wave of the event don’t tax the storage levels. It is the main wave,
followed by a slight rise after the falling limb that causes the storage to peak under the
constant outflow.
outflow
The volume‐window method provides us with a good way of characterizing the effects of
various hydrograph shapes on project performance. Within the suite of scalings made of a
specific flood hydrograph, the maximum volumes scale directly but their timings are not
altered. Only the time of occurrence of the peak storage changes. As a result, we can look
for trends based purely on the shape of the hydrograph.
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For the 1955 shape, we see regulated behavior that is similar to that of the 1997. For these
sharply peaked, single wave patterns, the critical durations, for the whole range of scaling
factors, tend to be 1 to 2 days.
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For the 1964 shape, the secondary wave leads to a critical duration between 2 and 3 days.
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Similarly, the markedly double‐peaked 1986 event clearly forces a peak in storage at the
end of the 3‐day maximum flow, the 1‐day maximum flow having long since passed. For
these double peaked hydrographs, we find critical durations of 2 to 3 days.
As we find these signature durations for hydrograph shapes, we can see how the volume‐
window method provides useful “forensics data” for the modeling effort.
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Now that we have our “stepping stone,” we can pair the critical duration’s volume to the
regulated peak. This coupling represents a single point transform. Taking the association
one step further, we can also assign the frequency of the critical duration’s volume to the
regulated peak. Although the durations may vary, using the common scale of frequency,
we can create a set of matched probabilities and regulated peak flows for the entire range
of scaling factors. Thus, we arrive at a regulated peak frequency curve for each hydrograph
shape.
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Here, we see the regulated frequency curve for each historic pattern. Note how the
transforms stack on top of each other for certain ranges of probability and peak flows, but
have markedly different shapes elsewhere. A method is needed to take the individual
traces and derive a final regulated peak frequency curve.
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At this point the final regulated peak frequency curve can be derived by treating the
pattern‐specific curves as conditional frequency curves. In other words, a pattern‐specific
(or shape‐specific) curve tells us what the probability of a certain outflow is IF a flood like
the one used to create the curve were to occur. Knowing what the chance of that flood
occurring is the final step before the curve can be combined with other conditional curves.
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We’ve assumed that the historic floods provide a representative sample of large events in
the American River basin. If we assume that the probabilities of the floods span the entire
range of probability for large events, we can invoke the Total Probability Theorem in order
to combine the curves. Hence, a probability needs to be assigned to each curve.
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For each pattern‐specific curve, we adopt the probability of the critical volume for the
unscaled event. Since we want to create robust operational rules for rare events, we’ve
weighted the curves inversely to their frequency; that is, the rarer the event the more
weight given to its frequency curve in the combining process. In the example above, the
1997 event has the largest return period (or the lowest probability) , so it is given the
highest weighting factor, while 1986 has the second largest return period and is given the
second‐most weight, etc. In order to normalize the weights, so that the sum of the
weighting factors (hence,
(hence probabilities) adds to one,
one the return period for each curve is
divided by the sum of all four return periods. The resulting ratio is the conditional
probability assigned to each pattern‐specific curve.
The curves are then combined horizontally (i.e., the peak outflow is held constant while the
probabilities vary). For a flow of a given magnitude, the probability of that flow in each
conditional frequency curve is weighted, and the weighted probabilities are summed. The
sum is the estimated probability for that outflow. Repeating this procedure for all peak
outflows results in the final regulated peak frequency curve.
Ultimately, the final curve is an estimate of the true regulated frequency curve. For this
reason we have proposed that such a curve gives a defensible 1/200 median flow for use in
demonstrating an urban community’s level of protection. However, the curve does not
express the risk and uncertainty associated with operations, so further analysis is required
to establish the actual level of protection.
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As a final note, allowing the critical duration to vary with scaling factor has had the added
benefit of avoiding a degree of conservatism that would have resulted from assigning a
critical duration of 3‐ or 7‐days to all patterns at all scales. Again, by better identifying the
mechanics of the peak storage and outflow for each event, we were able to arrive at a
better estimate for the median 1/200 regulated flow.
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This photograph shows Folsom Dam with a computerized rendition of the spillway in
operation.
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